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Abstract 

Move smart contracts on the Sui blockchain lack automated tools for enforcing code style. 

Naming, documentation, import ordering, indentation, spacing, and function signature 

formatting are left to developer judgment. This study tests whether Code Llama, an open-

source coding model from Meta, can detect style violations in Move and give useful 

corrective feedback without fine-tuning. A dataset of 368 Move code samples was collected 

from public Sui ecosystem repositories, each annotated with a style error category and a 

reference feedback comment across six categories, and reviewed by a Sui Foundation 

representative. Each sample was run through Code Llama locally via Ollama using a fixed 

prompt and scored against the reference feedback. Strict accuracy, requiring a match with 

the specific Move convention, was 29.9 per cent. Lenient accuracy, which credits correct 

identification of the issue area, was 86.1 per cent. Results varied with language-specificity: 

categories where the correct answer is the same across languages scored well, while 

categories that depend on Move-specific conventions scored poorly. The dataset is the first 

annotated corpus of Move style errors from production code and establishes a baseline for 

downstream fine-tuning work. 
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1. Introduction 

In the Sui blockchain's smart contracts, using the Move programming language eliminates 

certain programming errors instead of just warning against them, and enforces strict 

correctness requirements through its type system. Like all programming languages, Move 

depends on the developer to choose their own style choices for the code: how to name 

functions, how to order the imports of a file, how to document a public interface, and how 

to lay out function signatures. Although the style of the code does not affect the ability of 

code to compile or run correctly, the style chosen by the developer will ultimately impact 

the readability, reviewability, and maintainability of the code. 

Many established programming ecosystems have automated tools to assist with enforcing 

style choices. For example, Python has PEP 8 and dozens of linters, Rust has Clippy, and 

Solidity has Solhint. However, there are no such tools available for the Move ecosystem. 

Although the Sui ecosystem has a code formatter that will automatically insert spaces, the 

Sui ecosystem does not currently have a code analysis tool to check for naming convention 

adherence, completeness of documentation, or order of imports. The Sui ecosystem is 

growing faster than the development of tools for maintaining code readability, and the 

developers of Move code today are likely to be the developers of Move code tomorrow, 

which means that the style choices made today by developers will impact the Sui codebase 

for an extended period. 

The research question is whether a general-purpose large language model without any 

adaptations for Move can be of benefit in filling this gap in the Move code ecosystem. Code 

Llama is a coding model from Meta (Rozière et al., 2023) that can be used locally on 

developer machines via Ollama. While this tool was developed on multiple programming 

languages, there is currently no empirical evidence showing that it has the ability to work 

on Move language code, because there is no existing dataset of Move style errors available 

that could serve as an evaluation framework. This is the first of two focuses of this thesis. 



It creates such a dataset, consisting of 368 samples of real-world Sui network Move code, 

each assigned a specific error class with associated comments from the Sui Foundation 

representative. 

The second focus is to evaluate the performance of the Code Llama system against Move 

code, using the dataset created as a baseline. The collected dataset provided an initial 

opportunity to create and evaluate the Code Llama analysis tool and to contribute to that 

body of knowledge as well. 

This study also represents a larger Sui Academic Research collaborative partnership, with 

the overall goal of developing a Move code analysis tool using an improved version of 

Code Llama. The different partners will also be gathering information for other common 

forms of code error, including security issues, syntactical errors, and semantic errors. The 

scope of this thesis is to focus on the code styling error category and establish the baseline 

for the Move code error collection and comparison to the improved version of Code Llama 

in the future. 

The rest of this document has been structured with these two contributions in mind. Chapter 

Two presents an overview of relevant literature regarding smart contracts, Move, code 

styles and maintainability, LLMs for code, and the current state of tooling for Move 

analysis. Chapter Three describes how the dataset was built and how the Code Llama 

evaluation was performed. Chapter Four contains the results in aggregate and by code style, 

along with a small group of case studies demonstrating the patterns that emerged during 

the analysis. Finally, Chapter Five summarises this study, outlines its limitations, and 

discusses opportunities for future research based on the findings. 

1.1 Aims and Objectives 

The aim of this study is to evaluate whether Code Llama can effectively detect style errors 

in Move smart contracts and generate feedback that is accurate, specific, and useful to 

developers. 

This aim is pursued through five objectives: 

1.  Define a set of style rules for Move code in the Sui ecosystem, grounded in official 

documentation and community conventions. 



2.  Construct and annotate a dataset of 368 Move code samples from real Sui ecosystem 

repositories, each labelled with a style error category and a reference feedback 

comment. 

3.  Configure and run Code Llama on the full dataset using a consistent prompt template, 

capturing its output for each sample. 

4.  Evaluate the model's outputs against the Sui-reviewed feedback, assessing category 

identification accuracy, feedback accuracy, and overall correctness for each of the six 

style categories. 

5.  Discuss the implications of the findings for the practical use of large language models 

in Move code quality workflows, and identify where the approach succeeds and 

where it falls short. 

 

These objectives move from definition through construction to evaluation and 

interpretation. The dataset produced by objectives one and two is a contribution in its own 

right, as no equivalent resource currently exists for Move style analysis. The evaluation 

conducted through objectives three and four provides the empirical evidence from which 

the conclusions in objective five are drawn. 

1.2 Research Questions 

The analysis in this research is structured around four questions. 

The first question examines whether Code Llama can recognise Move style errors. The 

second question examines how Code Llama's feedback compares to the feedback reviewed 

by Sui, because recognising an issue is useful only if it is also assessed accurately. 

The third question asks which categories of style errors Code Llama is best at recognising 

and assessing. 

The fourth question considers how AI-based style enforcement would be used in practice. 

This question allows the empirical data to be connected with the larger Sui ecosystem and 

explores whether Code Llama is a potential interim solution for a developer community not 

currently supported by automated style-checking tools. 

1.3 Project Boundaries 



This study analyses code styles in Move smart contracts deployed to the Sui blockchain. 

The study does not include syntax errors, which the Move compiler detects at build time, 

or semantic errors, which are verified by the Move Prover. The evaluation assesses six 

styles of Move code as identified in the Methodology chapter and is restricted to these 

styles. 

The Code Llama model is used without fine-tuning and is not compared against other 

models. The research does not evaluate fine-tuned Code Llama models or assess 

performance through prompt optimisations. Since the key question of this study is to 

determine what a general-purpose model will produce in its unmodified state, the findings 

cannot be extrapolated to fine-tuned models or to the language models of other providers. 

The dataset consists only of Move code from Sui ecosystem repositories and does not 

include code from other platforms that use the Move language. Different dialects of Move 

exist on different platforms, and mixing samples from more than one dialect would create 

unwanted variation that would be counterproductive to the analysis of the categories 

defined in this study. The table below summarises the primary risks identified in this study 

and how they will be managed. 

 

Table 1.1: Project risks and mitigations. 

Risk Likelihood Impact Mitigation 

Annotation bias from 

single annotator 
Medium Medium Clear category definitions with documented 

examples; consistent annotation format applied 

across all samples 

Model training data 

may include some Sui 

repositories 

Low Low Noted as limitation; relative performance 

differences between categories remain valid 

regardless 

Prompt produces 

inconsistent output 

lengths 

Low Low Fixed prompt template; automated pipeline 

ensures identical conditions for all samples 

Dataset not fully 

representative of 

Move style patterns 

Medium Medium Sourced from multiple mature repositories 

across DeFi and infrastructure domains 

  



2. Literature Review 

2.1 Smart Contracts and the Move Language 

The first mention of smart contracts (digital contracts that enforce their own terms) was 

made by Szabo in 1997, prior to the actual development of a platform upon which such 

contracts could be run. This platform was later developed with the blockchain, which was 

developed by Nakamoto in 2008, and can be thought of as a distributed ledger technology. 

Smart contracts are computer programs executed on a blockchain and triggered when 

specific criteria are met, as noted by Buterin (2014). Unlike traditional computer programs, 

smart contracts have limited or no ability to be modified once deployed, and the only way 

to alter an existing smart contract is through a series of complex actions and by creating 

and migrating to a newly created smart contract. The irreversibility of smart contracts 

creates the necessity to ensure that the original code is of the highest quality, as seen with 

the incident involving the Parity Wallet, where the single flaw in a library contract resulted 

in approximately $280 million in frozen assets (Parity Technologies, 2017). Furthermore, 

Chainalysis (2022) reported that approximately $3.8 billion was lost to hacking and other 

forms of theft on various cryptocurrency platforms in 2022. The same risk and vulnerability 

apply to other blockchain platforms where contracts run without an off switch. Solidity, the 

most widely-used programming language for creating smart contracts on Ethereum, was 

created to allow JavaScript developers the ability to create smart contracts quickly by 

writing code similar to their existing experience. However, building this language created 

trade-offs as Solidity allows for the creation of potentially dangerous patterns known as 

External calls, which allow a third-party contract to call the calling contract before the state 

of the calling contract is updated. It is the responsibility of the developer to prevent these 

types of vulnerabilities from occurring as there is no enforcement by the language. Giatzis 

et al. (2025) present a comparison of the architecture between the Solidity language and a 

new language called Sui Move and provide an argument as to why the two languages have 

a fundamentally different architecture due to the difference in syntax, data models, 

mechanisms of dispatch and methods of controlling security. Their comparison clearly 

illustrates that some of the design choices made in Move lead to coding patterns that cannot 

be migrated from one environment to another. As a result, both conventions and tooling for 

coding in Move will be considerably different from that of Solidity. 

 



The programming language known as Move was developed by Meta in conjunction with 

the Diem blockchain project, to address the problems associated with Solidity. The primary 

design element behind Move is the definition of "resource types" (Blackshear et al., 2019). 

A resource in Move can be said to be a type of object that is distinct from a traditional 

object in that it cannot be copied or lost through an action that would usually cause the 

resource to become invalid. Move enforces a strong type system which prevents the double-

spending of tokens and losing them via bugs due to bad programming practice. Bartoletti 

et al. (2025) compare six smart contract languages in terms of security, usability, and 

readability, and find that Move's linear type system provides a strict application of must-

move semantics. This is what places Move among the safest smart contract languages. 

Patrignani and Blackshear (2021) have formalised these standards and shown that the type 

system of Move can be used to establish (and contains) what they call "robust security," 

which refers to the ability for modules with well-typed elements to not be compromised by 

the use of code from any of the other modules (including those modules developed by 

adversaries). As a result of this modular design, developers will need to think carefully 

about how to name and structure their code as clearly as possible in order for both the 

developers and anyone reading the code to be able to clearly understand the boundaries of 

each of the modules. 

 

Sui uses Move for its smart contracts, and it has extended Move to allow for the creation 

of an object-centric data model. In this setup, every object in the chain has a unique 

identifier and an identified owner (Mysten Labs, 2022). The Sui consensus mechanism uses 

the Narwhal mempool and the Tusk BFT protocol (Danezis et al., 2022), which enables the 

ability for transactions that involve owned objects to be performed in parallel. This allows 

the Move ownership model to act both as a correctness and performance mechanism. The 

Sui mainnet was launched in May 2023, and since that time, there has been significant 

growth in the number of developers building decentralised finance (DeFi), gaming, and 

collectibles applications. As this market continues to evolve, it will be critical that code 

quality is maintained across the rapidly increasing number of developers and the growing 

number of projects. Move's type system provides a solid foundation for developers building 

code with a good degree of correctness, but it does not dictate how developers should 

structure their imports, name their methods, or document their code. Each of these items 

has a direct impact on how readable and maintainable the resulting code will be, and the 

way they are structured is currently left solely to the developer's discretion. 



 

Table 2.1: Architectural comparison of Solidity and Sui Move (adapted from Giatzis, 

Papangelou and Georgiadis, 2025). 

Feature Solidity (Ethereum) Sui Move 

Data model Account-based with key-value 

storage 
Object-centric with unique IDs 

Asset representation Numeric balances in contract 

storage 
First-class resources with 

ownership metadata 

Function dispatch Dynamic (resolved at runtime) Static (resolved at compile time) 

Reentrancy Possible; mitigated by developer 

patterns 
Structurally impossible; static 

dispatch prevents it 

Overflow / Underflow Built-in since Solidity v0.8; absent 

in earlier versions 
Built-in arithmetic safety; 

transaction aborted on detection 

Asset safety Developer responsibility; assets 

can be copied or lost 
Enforced by type system; 

resources cannot be copied or 

implicitly discarded 

Parallel execution Sequential; single global state 

updated per transaction 
Owned objects processed in 

parallel; shared objects sequential 

Access control Developer-implemented via 

modifiers and patterns 
Integrated into language via object 

ownership and abilities 

Formal verification External tools (limited scope, not 

fully automated) 
Move Prover (bytecode-level, 

integrated into toolchain) 

Ecosystem maturity Established since 2014; extensive 

tooling and libraries 
Mainnet since May 2023; growing 

but limited tooling 

2.2 Code Style and Maintainability 

Software coding conventions are defined by the rules for formalising code including 

naming, formats, indentation, and documentation. Coding conventions do not affect how a 

program runs but do affect how efficiently a human can interact with that program. 

Developers spend their day reading code because software development is predominantly 

a reading task. Minelli, Mocci and Lanza (2015) show that programmers primarily read, 

navigate, and comprehend current software during their workday, which means anything 

that makes code harder to read costs everyone after the author has written the code. 

For example, if a codebase follows snake_case for all function identifiers and PascalCase 

for all type identifiers, then it is clear to a developer reading that code that they do not need 

to stop and verify what type of identifier they are currently inspecting. However, if the same 

codebase contains identifiers that mix or vary in naming conventions, the developer must 



exert additional effort to identify what type of identifier they are currently reviewing. 

Lawrie et al. (2006) studied identifier naming and demonstrated that providing a consistent 

and descriptive name for an identifier substantially shortens the amount of time required to 

comprehend code. 

Formatting and indentation provide insight into the overall structure of code and give a 

clear indication of how many levels down from the root the code is nested. In addition, 

consistent formatting and indentation reduce the visual clutter associated with operators 

and expressions. Although any single example may not provide a substantial benefit, the 

cumulative effect across an entire codebase can be substantial. 

The purpose of documentation is to provide information about additional topics that may 

not be addressed in the code itself. Comments and documentation strings express the 

purpose of a piece of software and why it was written that way. For smart contracts, leaving 

details about how they work, as well as examples of how they are used, gives auditors the 

ability to easily verify whether the software performs exactly as intended. This is important 

because auditors cannot rely solely on what the code does. They must have a reference 

point. 

The findings of Buse and Weimer (2010) and Posnett, Hindle and Devanbu (2011) provide 

evidence of a strong correlation between how readable a piece of code is, as shown by the 

automated readability metrics created by Buse and Weimer, and its defect rate. Buse and 

Weimer found that code that is easier to read has a lower number of defects compared to 

code that is more difficult to read. Posnett, Hindle and Devanbu (2011) found that style 

guide indicators, such as uniform indentation and identifier length, can also predict how 

quickly developers are able to interpret a piece of code. Thus, regardless of whether lower 

readability results in more defects, the conclusion remains that there is a positive return on 

investment for improving readability and using style guides to establish common standards. 

A commonly known example of a style guide in software development is PEP 8 (van 

Rossum, Warsaw and Coghlan, 2001), which is widely used by the Python community. 

The PEP 8 style guide provides developers with guidelines for naming, formatting and 

structuring their Python code. In addition to style guides, there are many tools available 

that automatically format code, such as the Black formatter for Python or the Prettier 

formatter for JavaScript, in accordance with predetermined formats, thereby taking the 

formatting decisions away from developers. The use of automated linters such as ESLint 



and Pylint allows a developer to easily identify coding style violations. Many of the rules 

that these linters identify can also be corrected automatically. Integrating linters into a 

continuous integration workflow makes it possible for projects to consistently produce code 

that follows the same style, whereas previously developers had to actively work to maintain 

uniformity across their projects. 

Boogerd and Moonen (2008) conducted an empirical study on coding standards and 

concluded that a small number of coding standard rules is responsible for the majority of 

coding standard violations. The authors proposed that targeting enforcement of the most 

common coding standard violations would return the greatest value to an organisation and 

its developers. Kupari et al. (2025) support this conclusion with data from more than 1,000 

publicly available Java projects hosted on GitHub. The authors found that the coding 

standard violations within these projects were very stable over time, with a predominant 

focus on Javadoc and naming violations, suggesting that style uniformity does not correct 

itself without the assistance of an automated linter. 

The Move programming language includes built-in basic formatting features, such as the 

normalising of whitespace and basic layout structure. However, Move does not have a full-

featured linter to verify that the developer is uniformly using documentation comments and 

naming conventions in line with the defined coding standards for the language. This is the 

area in which this research study focuses. 

2.3 Large Language Models for Code 

In the last several years, large language models (LLMs) trained on source code have 

become increasingly popular for use in software development. These LLMs recognise 

common patterns from large sets of text and source code data, and then use those patterns 

to respond to prompts with generated, modified, or transformed code. 

The general-purpose LLM GPT-3, trained on mostly natural language, generated code in 

ways that surprised everyone (Brown et al., 2020). The development of Codex, which was 

trained on public source code repositories, led to the creation of GitHub Copilot, the first 

significant AI coding assistant available to the public (Chen et al., 2021). GitHub Copilot 

proved that LLMs could help programmers with daily tasks such as creating functions, 

auto-generating boilerplate code and converting natural language into executable code. 



Studies have also revealed limitations. Pearce et al. (2022) found that a significant portion 

of Copilot's suggested code contained security vulnerabilities. The key conclusion is that 

LLMs are a valuable tool but must undergo human review prior to production use. They 

can be effective as assists but not as substitutes for programmer judgment. 

In August 2023, Meta released Code Llama, an open-source model based on the Llama 2 

architecture (Touvron et al., 2023; Rozière et al., 2023), trained on around 500 billion 

tokens of code from many popular programming languages. The models are available with 

7 billion to 70 billion parameters in three types: the base model, the Python-specialised 

model, and the instruction-following model for interactive use. Because it is open-source, 

Code Llama can be downloaded and run on local hardware without commercial API 

services. 

Performance across programming languages differs. Languages with large amounts of 

training data, such as Python, Java, C++, and JavaScript, see positive results, whereas 

languages with less training data do not perform as well since there are not enough 

examples for the model to recognise language-specific patterns. Since Move is a newer and 

somewhat specialised language, there is probably not much Move code in the training 

dataset, so the model has likely had few opportunities to learn Move-specific patterns. 

Research has found that different bugs can be corrected with different levels of success. 

Xia, Wei and Zhang (2023) found that models achieve high success on bugs with clearly 

identifiable mechanical patterns, such as incorrect operators, missing checks, and structural 

errors. When correcting bugs that require understanding of program semantics or developer 

intent, models had more difficulty. 

There is a related aspect to enforcing style in code. Many instances of style violations can 

also be repaired using simple pattern-matching techniques with little or no understanding 

of what the program is doing, such as replacing camelCase with snake_case, adding spaces 

around operators, or reordering imports. Since style violations are similar across all 

programming languages, it is likely that a model trained primarily on languages other than 

Move will still produce reasonably accurate results when correcting styles in Move files. 

However, certain style violations require more than pattern matching. For example, to 

create documentation for a particular function, the model must be able to understand the 

purpose of that function as well as how to use the parameters and the return values. This is 

a comprehension-based task, and the model's lack of familiarity with the language will 



likely lead it to generate documentation that lacks an appropriate level of detail and 

understanding. One of the primary goals of this study is to show how Code Llama manages 

the differences between comprehension-based and pattern-based tasks in Move. 

Prompt engineering is also critical to output quality. How a prompt is structured greatly 

affects the resulting output, and the same task under a different prompt structure, level of 

detail, or format will produce different outputs. Prompt design is discussed in the 

Methodology chapter. 

The empirical study most closely related to this work is that of Karanjai et al. (2025), who 

created a unified agentic framework for repairing vulnerabilities in both Solidity and Move 

smart contracts, and who also tested multiple LLMs for repair tasks across the two 

languages. Their study demonstrated that the lack of available training material related to 

Move creates significant performance disparities. For example, models that performed well 

on Solidity repair tasks did not perform as well on equivalent Move repair tasks. The 

Karanjai et al. (2025) study limited its focus to security vulnerabilities, while this study 

examines code style enforcement issues and measures the quality of natural-language 

feedback. 

The results are similar across the general literature on LLMs for code. The work of Sobania 

et al. (2023) and the work of Prenner, Babii and Robbes (2022) both involved the evaluation 

of models against common bug repair benchmarks, and the results demonstrated strong 

success at making mechanical repairs but a significantly lower success rate at making 

repairs that require semantic understanding rather than surface pattern matching. Zhang et 

al. (2024) systematically reviewed the literature on LLMs as tools for the automation of 

program repair and concluded that the two most important variables influencing LLM 

performance were the composition of training data and the method for structuring prompts, 

particularly for programming languages that are poorly represented in the training corpus, 

as is the case with Move. 

2.4 Current Tools and the Research Gap 

2.4.1 Move-specific analysis tools 

Move's toolchain has many foundational elements. The Move compiler performs deep 

static analysis of code through the type system to find coding errors at compile time rather 

than at run time. The unit testing framework for Move provides unit testing for Move 



contracts, while the Sui CLI allows Move contracts to be built, tested, and deployed as one 

entity. 

In comparison, the tools available for style enforcement are quite limited. The Move 

formatter normalises whitespace and indentation, that is, the way code is displayed, but it 

does not verify that variable names follow the format set out in the official Move 

documentation, that documentation exists for all functions, or that imports are correctly 

sorted in accordance with the official documentation. 

In the last few years there has been a significant increase in the academic literature covering 

Move-specific tools for analysis, but the work conducted so far has focused on developing 

tools that aim to improve security when developing contracts. For example, Song et al. 

(2024) introduced a Move static analysis framework called MoveScan, which detects four 

classes of security vulnerability based on data flow analysis of Move contracts and patterns 

defined in the Move documentation. Zhang et al. (2025) analysed four classes of critical 

vulnerability that are only of concern in the context of Move, due to the way Move manages 

resources and ownership. Luo et al. (2025) developed the MoveScanner static analysis 

framework for automating security assessments on Move contracts. The Beosin Blockchain 

Security team released MoveLint (2023), an open-source linting tool that targets the 

identification of security properties in Move contracts. Sun et al. (2023) proposed a method 

for analysing Move contracts for resource-flow vulnerabilities by tracking when and how 

resource objects are used by functions and how they are passed between modules. Keilty 

(2023) explored model checking and gas optimisation in Move contracts, which is one of 

the few academic studies to examine contract quality rather than focusing solely on the 

security aspect of Move contracts. The Move Prover (Zhong et al., 2020) is an example of 

how formal verification can be used to guarantee correctness in Move contracts by using 

machines to check formal specifications. However, none of these tools provide style 

guarantees. All tools currently developed for Move contract analysis have been developed 

along the security axis, and style enforcement in Move analysis needs additional research 

and development. 

2.4.2 The style enforcement gap 

Giatzis and Georgiadis (2025) point out a similar gap to that identified by Keilty, but from 

a different perspective. They conducted a systematic ontological review of the ecosystem 

of Sui Move contracts and identified an issue known as code opacity. Specifically, many 



contracts deployed on the Sui platform do not have publicly available source code. This 

means that there is no way to verify the design or quality of the deployed contracts through 

visual inspection of the source code. The authors also conclude that the analysis techniques 

currently available have significant limitations in addressing the unique object-oriented 

semantics of Move, and they argue that current analysis methods cannot effectively analyse 

the style of Move contracts. These findings highlight the increasing importance of ensuring 

the readability and style consistency of Move source code once it becomes available, 

because the only way collaborators and auditors can verify the intent of Move contract code 

is if it is readable. 

The differences between Move and more established ecosystems are significant. Solidity 

has static analysis tools such as Slither (Feist, Grieco and Groce, 2019) for security, and 

style-checking tools such as Solhint and Prettier for formatting. Rust has similar tools, such 

as Clippy, which checks for performance, style, and common mistakes. The Python 

ecosystem has numerous tools and guidelines related to code quality. These tools and 

guidelines did not appear overnight. They are the result of many years of work and 

commitment from many people within the community. Sadowski et al. (2018) documented 

their experience at Google developing static analysis tools and state that the success of 

static analysis tools depends on the ability of developers to achieve low false positive rates 

and to integrate the tools into their existing work processes. The same concept would apply 

to any style tools developed for Move. Through a systematic literature review of blockchain 

and smart contract development techniques, Vacca et al. (2021) identify tool maturity as a 

barrier to adoption for newer ecosystems, and this finding directly represents where Move 

currently stands in terms of tool maturity. 

The following table illustrates the gap by comparing available Move tools against 

equivalent tools from Solidity and other mature ecosystems. 

 

Table 2.2: Comparison of available Move analysis tools against equivalent tools from other 

ecosystems. 

Tool Language Primary Purpose 
Style 
Checking 

MoveScan (Song et al., 2024) Move Security vulnerability detection No 

MoveScanner (Luo et al., 

2025) 
Move Security risk analysis No 



MoveLint 

(BeosinBlockchainSecurity, 

2023) 

Move Security linting No 

Move Prover (Zhong et al., 

2020) 
Move Formal verification No 

Sun et al. (2023) resource-flow 

analyser 
Move Vulnerability detection No 

Keilty (2023) model checker Move Model checking and gas 

optimisation 
No 

Slither (Feist et al., 2019) Solidity Security analysis No 

Solhint Solidity Style and security linting Yes 

Clippy Rust Style, performance, correctness Yes 

ESLint JavaScript Style and correctness Yes 

 

Developers who use Move lack the means to apply code style guidelines automatically: 

they can conduct code reviews but they do not scale, they can create custom scripts that 

will require substantial work to develop and maintain, and allowing for inconsistency will 

reduce the quality of their code over time. The absence of style tooling is not unique to 

Move in a historical sense; Iuliano et al. (2024), De Baets et al. (2024), and Hejazi and 

Lashkari (2025) each provide surveys of smart contract vulnerability detection tools and 

note that tooling maturity for any given language tracks closely with ecosystem age, with 

security tools typically arriving before style tools in every ecosystem that has developed 

them. 

Language models might provide opportunities to improve this deficiency. If a model like 

Code Llama can detect style violations in Move code, it provides useful results immediately 

while the ecosystem develops dedicated tools for this purpose. In addition, language models 

may also be helpful in providing natural language explanations for code violations where a 

specific linter might not yet function. 

While Karanjai et al. (2025) have evaluated multiple LLMs on Move vulnerability repair, 

no study has examined LLM performance on Move code style enforcement specifically. 

The only evaluations available today utilise widely-used programming languages for which 

there are already established performance benchmarks such as HumanEval (Chen et al., 

2021). Move has no equivalent benchmark, and its unique characteristics, including 

resource types, ability constraints, and Sui's object ownership model, do not allow one to 

assume that performance on other languages would transfer. 



With this study I intend to create an empirical resource to evaluate Code Llama's ability to 

check code style, which will fill a void in the current literature and create new evidence of 

how a general-purpose coding model can assist in ensuring code style across an 

underrepresented programming language. 

  



3. Methodology and Implementation 

3.1 Research Design 

The fundamental question this study asks is whether Code Llama, applied without 

modification or fine-tuning, can detect and provide useful feedback on style violations in 

Move smart contracts. That framing matters for the design. This is an evaluation study, not 

a training study. There is no model development, no fine-tuning pipeline, and no attempt 

to improve Code Llama's performance through adaptation. The study takes the model as it 

exists and measures what it can do on a purpose-built dataset representing real Sui 

ecosystem code. 

This design choice reflects a practical reality, most developers who might adopt an LLM-

based style tool will be running a general-purpose model and not a fine-tuned one. Fine-

tuning requires labelled training data, compute resources, and maintenance as the model is 

updated. A general-purpose model running locally through a tool like Ollama can be 

adopted with minimal friction. Understanding whether that zero-adaptation baseline is 

sufficient is therefore a more practically relevant question than what a fine-tuned model 

might achieve, and it provides a lower bound on performance that any fine-tuned variant 

should exceed. 

Xia, Wei and Zhang (2023), in their study of LLMs for automated program repair, 

established a methodological framework that has influenced subsequent evaluation work: 

a fixed annotated dataset, a consistent prompting strategy, and comparison of model output 

against Sui-reviewed feedback. Their finding that general-purpose models handle pattern-

based corrections well but struggle with semantics-dependent tasks informed the 

hypothesis underlying this study, namely that pattern-matching style errors such as spacing 

and naming may yield better results than comprehension-dependent tasks such as 

documentation generation. The present study follows the same evaluation structure adapted 

for a style enforcement context rather than a bug repair one. 

The study proceeds in three phases. In the first, I defined the style categories and built a 

dataset of Move code samples annotated with category labels and reference feedback. In 

the second, I ran each sample through Code Llama via a standardised prompt and captured 

the output. In the third, I compared the model's output to the Sui-reviewed feedback for 



each sample, scoring each response and identifying patterns across categories. The 

following sections describe each phase in detail. 

3.2 Style Rules Definition 

Before any code samples could be collected, I needed a clear definition of what constitutes 

a style error in Move. This is not a trivial question. Style conventions are partly codified in 

official documentation and partly emergent from community practice visible in mature 

repositories. For this study, I defined six categories of style error, derived from the Sui 

Move documentation, community conventions, and the patterns observable across well-

maintained Sui ecosystem projects. Grounding the categories in published software 

engineering principles, as Martin (2008) and McConnell (2004) do for naming and 

formatting respectively, provides a basis for the choices that goes beyond local convention. 

The first category is InconsistentNaming, which covers violations of Move's identifier 

naming rules. In Move, functions and variables use snake_case, struct types use 

PascalCase, and error constants follow the pattern E_UPPER_SNAKE_CASE. Martin 

(2008) argues that consistent naming is one of the most impactful readability improvements 

a developer can make, and Move's naming conventions are specific enough that violations 

are unambiguous. A constant defined as ENotOneTimeWitness, for instance, should be 

written as E_NOT_ONE_TIME_WITNESS; the camel-prefix form that some developers carry 

over from other languages violates the ecosystem standard clearly and consistently. 

The second category is Spacing, which covers whitespace violations around operators, 

commas, and brackets. Clean spacing is a surface-level concern, but McConnell (2004) 

describes consistent spacing as one of the easiest style improvements to apply and one of 

the most immediately noticeable when violated. An expression written as copy+ drop, 

for example, should read copy + drop; the missing spaces force the reader to parse 

operator precedence manually in a way that properly spaced code does not. 

The third category is IncorrectIndentation. Move uses four-space indentation throughout, 

and nested blocks should be indented consistently relative to their containing scope. 

Indentation communicates structure: code with inconsistent indentation is harder to 

navigate because the visual hierarchy no longer maps reliably to the logical hierarchy of 

the program. This is particularly relevant in Move, where nested match arms, assert 

statements, and function body blocks can span many lines. 



The fourth category is MissingDocumentation, which refers to the absence of doc 

comments on public functions. In Move, the convention is to use triple-slash doc comments 

(///), placed immediately above function declarations. These comments serve two 

purposes: they explain function behaviour for developers reading the code, and they 

provide the information that security auditors need to verify that a contract does what it 

claims to do. 

The fifth category is InconsistentImportOrdering. Move convention groups imports by 

namespace, placing standard library imports (those from the 0x1 address) before Sui 

framework imports (sui::), which in turn precede third-party and local package imports. 

Within each group, imports should appear in alphabetical order. Disorganised imports are 

harder to scan when checking whether a dependency is present, and they make merge 

conflicts more likely in codebases with multiple contributors. 

The sixth category is InconsistentFunctionSignature, which covers formatting issues in 

function declarations. Long function signatures should use consistent line breaks and 

alignment to separate the function name, type parameters, parameters, and return type onto 

distinct lines. A signature formatted without line breaks becomes difficult to parse when 

the parameter list extends beyond a comfortable reading length. 

These six categories were chosen because they represent the most frequently occurring 

style issues found when browsing Sui ecosystem repositories, they have unambiguous 

correct forms against which model output can be evaluated, and they span the range from 

pure pattern-matching tasks to tasks that require some contextual understanding of the 

code's purpose. 

3.3 Dataset Construction 

3.3.1 Repository selection and sampling 

The dataset was built by sampling Move code from open-source repositories in the Sui 

ecosystem. The starting point was the Electric Capital crypto-ecosystems taxonomy 

(Electric Capital, 2024), an open-source mapping of blockchain ecosystems to their GitHub 

repositories, maintained as a community resource and used widely in blockchain research 

as a systematic way to identify the full scope of projects building on a given platform. For 

the Sui ecosystem, the taxonomy lists hundreds of repositories spanning DeFi protocols, 

NFT platforms, gaming applications, and infrastructure tools. Using it as the starting point 



provided a systematic and reproducible basis for repository selection rather than an ad-hoc 

search. 

From the full list of Sui ecosystem repositories, I focused on those with a significant volume 

of Move code and active maintenance histories. Infrastructure projects, core protocol 

libraries, and established DeFi applications were prioritised because these repositories tend 

to have large, well-structured codebases where style issues are both present and meaningful 

in context. Toy examples and proof-of-concept repositories were excluded on the grounds 

that style violations in experimental code are less representative of the kind of issues that 

arise in production contexts. 

For each repository, I browsed the Move source files looking for code snippets that 

contained clear, isolated instances of one of the six defined style categories. The key 

constraint during collection was that each sample should contain one primary labelled style 

issue. A snippet labelled with multiple competing issues creates an ambiguous evaluation 

target: it is unclear whether the model is expected to address all of them, just one, or which 

one takes priority. Anchoring each sample to one primary labelled issue eliminates this 

ambiguity and makes the evaluation cleaner. To support reproducibility, the repository 

cloning and the initial pattern-based scanning of .move files for candidate snippets were 

carried out using a set of Python scripts, which are published separately together with the 

category definitions and annotation rules applied during collection (Zerkidis, 2026b). 

Each sample was stored in a three-column spreadsheet. The first column contains the code 

snippet itself, extracted directly from the source repository. The second column contains 

the label in the format StyleError/[Category], using the six category names defined in the 

previous section. The third column contains a one to two sentence reference feedback 

comment explaining the specific issue and the correct form. This Output/Fix column 

represents the ground truth against which Code Llama's output is evaluated. It is not the 

corrected code and it is not generated by the model; it is the expected natural-language 

response to the sample, written to the same standard one would expect from a code reviewer 

familiar with Move conventions. 

3.3.2 Annotation and validation 

Several quality checks were applied during collection. Snippets were required to contain 

syntactically valid Move code, or at minimum to represent a plausible real-world fragment. 

Samples that duplicated one another on both code and label were excluded. In a small 



number of cases, nine snippets affecting eighteen of the 368 samples, a single piece of code 

exhibited two distinct style issues, typically a missing documentation comment combined 

with an indentation violation. These snippets were included once per issue with separate 

labels, to allow each violation to be evaluated independently against the reference feedback 

for its category. The one-issue-per-sample constraint applies to the labelled issue and the 

feedback, and does not prohibit the underlying code from containing a second independent 

issue under a different label. Each sample was reviewed against its label to confirm that the 

annotated issue was present, that it was the most prominent style concern visible in the 

snippet, and that the feedback comment described the issue using the correct Move 

convention. Samples where it was unclear whether a convention violation was intentional 

were excluded. 

Once annotation was complete, the full dataset of labels and feedback comments was 

submitted to a representative from the Sui Foundation for review, as part of the ongoing 

collaboration between the academic programme and Sui. The reviewer verified that the 

style conventions referenced in the ground truth matched accepted Move and Sui ecosystem 

practices. All 368 samples were approved without modification, which provides external 

validation that the annotation reflects genuine community standards rather than 

idiosyncratic interpretation. 

The complete annotated dataset, including all 368 code samples with their category labels 

and reference feedback comments, is archived on Zenodo with DOI 

10.5281/zenodo.19682589 (Zerkidis, 2026a). Access is currently under embargo as the 

dataset forms part of an ongoing Sui Academic Research collaboration; full public release 

will follow at the end of the embargo period. 

The final dataset contains 368 samples distributed across the six categories. 

StyleError/Spacing accounts for 77 samples; StyleError/MissingDocumentation for 76; 

StyleError/IncorrectIndentation for 70; StyleError/InconsistentNaming for 66; 

StyleError/InconsistentFunctionSignature for 46; and 

StyleError/InconsistentImportOrdering for 33. The distribution reflects the natural 

occurrence of these issues in real repositories rather than an enforced balance. 



 

Figure 3.1: Dataset distribution by style error category. 

Two samples illustrate the annotation format concretely. The first, labelled 

StyleError/InconsistentNaming, contains three consecutive constant declarations. The Sui-

reviewed feedback states: "Naming convention issue: rename ENotOneTimeWitness to 

E_NOT_ONE_TIME_WITNESS to follow E_ + UPPER_SNAKE_CASE for error constants." 

The second sample, labelled StyleError/InconsistentImportOrdering, shows a block of use 

statements out of order. The ground truth states: "Import organization issue: group 

std::type_name imports before sui::bag imports, separated by a blank line." Both 

examples illustrate what the annotation format is designed to achieve: a specific, actionable 

statement about the exact issue present, against which model output can be directly 

compared. 

Table 3.1: Dataset distribution by style error category. 

Category 
Sample 
Count 

Percentage 

StyleError/Spacing 77 20.9% 

StyleError/MissingDocumentation 76 20.7% 

StyleError/IncorrectIndentation 70 19.0% 

StyleError/InconsistentNaming 66 17.9% 

StyleError/InconsistentFunctionSignature 46 12.5% 

StyleError/InconsistentImportOrdering 33 9.0% 

Total 368 100% 



3.4 Code Llama Setup and Prompt Design 

Code Llama was run locally using Ollama (Ollama, 2024), an open-source tool that allows 

large language models to be downloaded and executed on local hardware without a 

commercial API. This approach has two practical advantages. First, it removes any 

dependency on external API availability, rate limits or cost which matters when processing 

several hundred samples. Second, it ensures reproducibility: the same model weights and 

configuration are used for every sample without any variability introduced by a cloud 

provider's infrastructure or load balancing. 

I used the 7B instruction-following variant of Code Llama, specifically the 

codellama:instruct model as made available through Ollama. Instruction-following 

models are fine-tuned to respond to direct natural-language instructions rather than simply 

completing code sequences, which makes them more suitable for a feedback generation 

task. The base model, by contrast, is optimised for code completion and would not reliably 

produce the kind of natural-language feedback this study requires. No quantisation or 

configuration changes were applied beyond the defaults provided by the Ollama runtime. 

No few-shot examples were included in the prompt. Including examples would have shifted 

the evaluation from testing the model's baseline capability to testing its ability to imitate 

provided demonstrations. Since the research question is what Code Llama can do without 

task-specific guidance, the prompt was kept minimal. It identifies the task, names the six 

style error categories, presents the code snippet, and asks for specific feedback on any style 

issues present. 

The prompt used for every sample followed this structure: 

You are a code reviewer specialising in Move smart contracts. 

The following Move code may contain one or more of these style 

issues: InconsistentNaming, Spacing, IncorrectIndentation, 

MissingDocumentation, InconsistentImportOrdering, 

InconsistentFunctionSignature. Review the code and provide 

specific feedback on any style issues you find. CODE: [code 

snippet]. 

This template was held constant for all 368 samples, with only the code snippet varying. 

Naming all six categories in the prompt was a deliberate design decision. The alternative 

would have been to ask the model to identify style issues without specifying the categories, 

producing more open-ended responses. This was rejected for two reasons. First, unguided 



responses are harder to evaluate against category-specific ground truth. Second, telling the 

model which categories exist frames the task in the same terms used for annotation, creating 

a fairer comparison. 

The entire pipeline from dataset to output was automated using Claude Code (Anthropic, 

2025). For each of the 368 samples, Claude Code passed the code snippet to the Ollama 

API running locally, captured the model's complete text response, and appended it to a 

results file alongside the original code and label. This automation ensured that every sample 

was processed under identical conditions, with the same prompt template, the same model 

configuration, and no human intervention between runs. 

3.5 Evaluation Approach 

The evaluation asks three questions about each model output. First, does the output 

correctly identify the category of the style error present in the sample? Second, is the 

feedback the model provides accurate and specific enough to be useful to a developer? 

Third, taken together, does the output represent a correct and helpful response to the 

sample? These three criteria map onto what an effective style-checking tool would need to 

do: identify the right problem, explain it accurately, and do so in a way that is actionable. 

Category identification is the most objective of the three criteria. Each sample has a single 

label, and the model's output either addresses that category or it does not. An output that 

discusses InconsistentNaming when the label is InconsistentNaming counts as a correct 

identification, regardless of whether the model also mentions other issues. This binary 

framing is intentional: the evaluation tests whether the model can recognise the relevant 

issue, not whether it produces a clean single-point response. 

Feedback quality is more nuanced. Even when a model correctly names the category, it 

may give incorrect or irrelevant advice about how to fix the issue. A response that advises 

renaming Move functions to camelCase, for instance, gives wrong guidance even if it 

correctly identified naming as the issue, since Move convention requires snake_case. 

Feedback was evaluated as accurate when the specific advice given was correct for Move, 

meaning it aligned with the conventions defined in the style rules section. 

Overall correctness combines category identification and feedback quality into a single 

judgment. A response was considered fully correct when it identified the right category and 

provided accurate, specific guidance. A response was considered partially correct when it 



identified the right category but offered generic, imprecise, or partially inaccurate advice. 

A response was considered incorrect when it failed to identify the labelled category or when 

the core advice it gave was wrong for Move. 

The evaluation combined automated and manual scoring. Automated scoring was applied 

to all 368 model outputs, using keyword and pattern matching to compare each response 

against the reference feedback. A response was scored as correct if it matched the category-

specific conventions of the reference, for example the triple-slash doc comment marker for 

MissingDocumentation, UPPER_SNAKE_CASE with the required E_ prefix for error 

constants under InconsistentNaming, four-space indentation for IncorrectIndentation, and 

the standard-before-framework grouping rule for InconsistentImportOrdering. A response 

was scored as partial if it identified the general area without matching the specific 

convention. A subset of outputs, selected to be representative across categories, was 

additionally reviewed manually to inform the qualitative analysis presented in section 4.3 

and the case studies in section 4.4. This hybrid approach follows the methodology used by 

Song et al. (2024) in their evaluation of MoveScan, which compared tool output to expert-

written expected results, and by Karanjai et al. (2025), who manually assessed the quality 

of LLM-generated vulnerability repair suggestions for Move code. A fully automated 

metric such as BLEU score or exact-match comparison was considered and rejected: style 

feedback can be expressed correctly in many different ways, and surface-level string 

similarity is a poor proxy for semantic accuracy. 

Table 3.2: Scoring rules applied per category during automated evaluation. 

Category Strict (correct) Partial Wrong 

MissingDocumentation Response includes the /// 

triple-slash doc comment 

syntax 

Identifies 

missing docs 

but does not 

specify /// 

No mention of 

documentation 

InconsistentNaming Response gives the correct 

case form 

(UPPER_SNAKE_CASE 

with E_ prefix for error 

constants, snake_case for 

functions) 

Identifies a 

naming issue 

but suggests the 

wrong case 

form 

No mention of 

naming 

IncorrectIndentation Response recommends 

four-space indentation 
Mentions 

indentation but 

recommends a 

different size 

No mention of 

indentation 



Spacing Response identifies the 

specific operator or 

location flagged in the 

reference 

Mentions 

spacing in 

general terms 

but not the 

specific 

location 

No mention of 

spacing 

InconsistentImportOrdering Response describes 

grouping standard library 

imports before framework 

imports with a blank line 

separator 

Mentions 

import order 

but not the 

specific 

grouping rule 

No mention of 

imports 

InconsistentFunctionSignature Response specifically 

recommends breaking a 

long signature across 

multiple lines with 

parameter alignment 

Mentions 

formatting or 

readability 

without 

describing the 

line-break fix 

No mention of 

signature 

formatting 

 

Evaluation was conducted on all 368 samples. Results were recorded per sample and then 

aggregated by category to identify where the model performed consistently and where it 

struggled. The per-category analysis is the primary unit of comparison because the research 

questions ask specifically which categories Code Llama handles well and which it does not. 

  



4. Results and Evaluation 

4.1 Dataset Overview 

An evaluation of the 368 code samples reveals that not all six style categories are 

represented evenly. The two largest categories, Spacing and MissingDocumentation, 

account for over 40 per cent of all code samples evaluated, at 77 and 76 samples 

respectively, while InconsistentImportOrdering accounts for the lowest number of samples 

at 33. 

Import ordering violations are much lower in volume than spacing errors, because a large 

percentage of projects in the Sui ecosystem have small import sections containing only a 

few use statements, where the chance of an import ordering violation is minimal and likely 

to be missed during review. Spacing errors, by contrast, accumulate with every operator 

and every function signature written in the same module. A module with 50 function 

definitions has 50 places where a spacing error could occur, whereas the same module 

would have only one import block. Similarly, every public function without documentation 

counts as a sample for MissingDocumentation, so the volume of Spacing and 

MissingDocumentation samples is comparable for related reasons. 

The number of samples for InconsistentFunctionSignature is smaller, at 46, because these 

errors only become apparent in functions that have multiple parameters or type constraints. 

Application-level Move code typically has shorter function signatures than infrastructure-

level code, and because there are far more application repositories than infrastructure 

repositories in the Sui ecosystem, InconsistentFunctionSignature errors are at the lower end 

of the totals. All of the code samples were processed through Code Llama according to the 

prompt and pipeline described in the Methodology chapter, and the output from each code 

sample was scored against the Sui-reviewed feedback. 

4.2 Quantitative Results 

Code Llama produced a response for all 368 samples, and each response was scored against 

the same criteria used for the Sui-reviewed feedback. A Code Llama output that correctly 

identified a style error and provided a change consistent with Move convention was 

considered correct. If an output identified the correct general area but provided vague or 

incomplete advice, or applied advice from a different programming language, it was 

considered a partial response. If an output failed to identify a specific issue, or provided 



advice that contradicted Move conventions, it was scored as incorrect. The results of this 

scoring are presented in Table 4.1. 

 

Table 4.1: Code Llama accuracy across all 368 samples, scored against Sui-reviewed 

feedback. 

Category Samples Correct Partial Wrong 
Strict 
Acc. 

Lenient 
Acc. 

IncorrectIndentation 70 70 0 0 100.0% 100.0% 

InconsistentImportOrdering 33 14 9 10 42.4% 69.7% 

InconsistentNaming 66 19 12 35 28.8% 47.0% 

Spacing 77 6 69 2 7.8% 97.4% 

MissingDocumentation 76 1 72 3 1.3% 96.1% 

InconsistentFunctionSignature 46 0 45 1 0.0% 97.8% 

Total 368 110 207 51 29.9% 86.1% 

 

Strict accuracy requires advice matching the approved Move convention. Lenient accuracy 

includes partial matches where the correct category was identified but the advice was 

generic or language-inappropriate. 

 

Figure 4.1: Strict versus lenient accuracy by style error category. 



The overall strict accuracy of 29.9 per cent means that less than one in three responses gave 

feedback that a Move developer could act on without correction. The lenient accuracy of 

86.1 per cent tells a different story: the model detects that something is wrong in the right 

general area most of the time but lacks the Move-specific knowledge to say what the correct 

form should be. 

The per-category variation is stark. IncorrectIndentation achieves 100 per cent strict 

accuracy, the only category where the model's advice fully matches the Sui-reviewed 

feedback. This is not because indentation is an easy task in general; it is because four-space 

indentation is a near-universal convention across programming languages. The model does 

not need Move-specific knowledge to get this right. An artefact of the dataset storage 

process should be noted alongside this result: the spreadsheet format used to hold the 

samples did not preserve leading whitespace, so the model received each indentation 

sample with a flattened layout rather than the original violation pattern. The 100 per cent 

accuracy therefore reflects the model's consistent recommendation of four-space 

indentation matching the reference convention, rather than precise diagnosis of the specific 

original violation. This does not affect the dataset's utility for downstream training, where 

the reference feedback carries the supervised signal, but it is the honest reading of what the 

strict accuracy figure measures for this category. 

At the other end, InconsistentFunctionSignature scores 0 per cent strict accuracy despite 

97.8 per cent lenient accuracy. The model recognises that function signatures have 

formatting issues in almost every case but does not produce wording that strictly matches 

the reference feedback. The reference feedback for this category is itself relatively generic, 

pointing to the need for proper spacing and line breaks for readability rather than 

articulating a Move-specific convention that distinguishes it from general formatting advice 

in any language. The 0 per cent strict accuracy should therefore be read partly as a signal 

that the model's phrasing of readability advice does not match the reference phrasing under 

keyword matching, rather than as evidence of a Move-specific knowledge gap comparable 

to the ones visible elsewhere. MissingDocumentation sits in a different place: 1.3 per cent 

strict accuracy against 96.1 per cent lenient. The model consistently identifies that 

documentation is missing but almost never specifies that Move uses the /// doc comment 

format. 

4.3 Qualitative Findings 



The most consistent pattern across all 368 outputs is what might be called scattershot 

feedback: regardless of which single style category a sample represents, Code Llama 

produces a numbered list touching on all six categories defined in the prompt. A sample 

labelled InconsistentFunctionSignature receives feedback on naming, spacing, indentation, 

documentation, imports, and function signatures. A sample labelled 

InconsistentImportOrdering receives the same six-point structure. This template pattern 

appeared in 351 of the 368 responses (95.4 per cent). The model has learned that a code 

review response should cover multiple dimensions. And it applies that template uniformly 

without regard for what is actually present in the code. 

 

Figure 4.2: Response quality distribution by category (correct, partial, and wrong). 

Beyond the structural pattern, the outputs reveal specific failure modes tied to Move's 

conventions. Across the 66 naming samples, the model repeatedly advises that function 

names should use camelCase. This is the convention in many languages, but Move 

requires snake_case for function names and E_UPPER_SNAKE_CASE for error constants. 

The advice is not a minor imprecision; it points developers in the wrong direction. In 25 of 

the 66 naming samples, the model explicitly recommended PascalCase or camelCase 

for identifiers that should use UPPER_SNAKE_CASE according to the Sui-reviewed 

feedback. In 33 of the 368 total responses (9 per cent), the model explicitly referenced 

Solidity conventions when analysing Move code. 



For the indentation samples, the model correctly identifies that indentation is inconsistent 

in all 70 cases, achieving 100 per cent strict accuracy. This is the standout category. The 

reason is straightforward: four-space indentation is not a Move-specific convention. It is 

standard across Python, Java, Rust, and most modern languages. 

The spacing category tells the opposite story. In 69 of 77 samples, the model mentions 

spacing as an issue but gives generic advice rather than identifying the specific operator or 

location flagged in the ground truth. Only 6 responses matched the specific fix. The model 

knows that spacing matters but cannot pinpoint the exact violation in context. 

The import ordering responses show moderate performance. The model correctly states in 

many cases that imports should be grouped and ordered, achieving 42.4 per cent strict 

accuracy. The problem is that Move's specific grouping rule, which places 0x1:: standard 

library imports before sui:: framework imports with a blank line between them, is 

articulated in only a subset of responses. 

MissingDocumentation achieves 96.1 per cent lenient accuracy but only 1.3 per cent strict. 

The model consistently and correctly identifies that public functions lack documentation 

and recommends adding it. The advice is generic rather than Move-specific: almost no 

responses mention the /// triple-slash convention that Move uses. A developer who 

followed the advice would be doing the right thing, but they would not know the correct 

format without looking it up. 

4.4 Case Studies 

Case Study 1: Correct Detection with Generic Advice 

One MissingDocumentation sample shows a public test utility function, 

new_rewarder_for_test, which constructs a Rewarder struct from two u128 emission 

parameters and a generic coin type, with no preceding documentation. The Sui-reviewed 

feedback states: “Documentation issue: add /// doc comment above public function 

new_rewarder_for_test() describing its purpose and parameters.” The code appears in the 

source as follows: 

#[test_only] 

public fun new_rewarder_for_test<CoinType>( 

    emissions_per_second: u128, 

    growth_global: u128, 

): Rewarder { 



    // function body omitted 

} 

Listing 4.1: Excerpt from a MissingDocumentation sample. Source: Zerkidis (2026a), doi: 

10.5281/zenodo.19682589. 

Code Llama's response includes, among its standard multi-point list, the following under 

point four: "There is no documentation for the function, which can make it difficult for 

other developers to understand what the function does and how to use it. It's recommended 

to add documentation for all public functions in Move." This response correctly identifies 

the issue and gives advice that, while generic, is accurate. 

The reason this case succeeds is the language-agnostic nature of the task. An absent 

documentation comment is visually obvious from the code structure, and the correct 

remedy does not require knowing anything specific about Move. The model does not need 

to know that Move uses /// rather than Javadoc syntax to give a response that points in 

the right direction. 

Case Study 2: A Complete Failure 

One Spacing sample contains a native function declaration in which the type constraint 

expression uses copy+ drop+ store instead of copy + drop + store, with the plus 

signs missing surrounding spaces. The Sui-reviewed feedback is specific: “Spacing issue 

in function add: add spaces around + in copy+ drop to read copy + drop.” The code 

appears in the source as follows: 

native public fun add<T0: drop, T1: copy+ drop+ store, T2: 

store>( 

    a0: T0, 

    a1: &mut WitTable<T0, T1, T2>, 

    a2: T1, 

    a3: T2, 

); 

Listing 4.2: Excerpt from a Spacing sample. Source: Zerkidis (2026a), doi: 10.5281/zenodo.19682589. 

Code Llama's response makes no mention of spacing. Instead, it focuses entirely on 

naming: the model suggests renaming the add function to insert or put, the keys function to 

get_keys or list_keys, and the borrow function to get or fetch. None of this is related to the 

actual issue in the code, and the renaming advice is itself wrong, since add, keys, and 

borrow are conventional names in Move collection interfaces. 



The spacing issue appears inside angle brackets in type constraint notation, a syntactic 

pattern specific to Move. A model with minimal exposure to Move's type constraint syntax 

would not recognise the spacing convention within that notation and, when scanning the 

code for problems, would latch onto something else. 

4.5 Discussion 

The answers to the four questions posed in the introduction are discussed in this section, 

using the entire dataset to illustrate each answer. 

4.5.1 Answering the research questions 

The first research question asked whether Code Llama provides accurate style error 

detection for Move smart contracts. The answer is mixed. From a broad perspective, Code 

Llama indicates that a style error may be present 86.1 per cent of the time. From a stricter 

viewpoint, however, its recommended solutions are consistent with the Sui-approved Move 

convention only 29.9 per cent of the time. The model can see potential errors, but it does 

not consistently provide accurate recommendations that are compatible with the Move 

programming language. 

The second research question examined how the model's recommended solutions compared 

to those provided by the Sui review. There are significant differences between the two. The 

Sui reviews provide specific information in a detailed format of one to two sentences, while 

Code Llama provides generic information in a broad format covering all style error 

categories regardless of the specific error identified. The recommendations provided by 

Code Llama were typically neither specific nor accurate. For the style error category of 

IncorrectIndentation, however, the recommendations provided by the model were 

consistent with the Sui-approved recommendations. As a result, a developer would have to 

perform their own research before using any recommendations outside 

IncorrectIndentation. 

The third research question focused on which style error categories are handled most and 

least effectively by the model. Code Llama is highly effective at detecting 

IncorrectIndentation errors, at 100 per cent strict accuracy. It is moderately effective at 

identifying InconsistentImportOrdering errors, at 42.4 per cent strict accuracy, and less 

effective at identifying InconsistentNaming errors, at 28.8 per cent strict accuracy. 

Although Code Llama is generally effective at detecting style errors related to Spacing, 



MissingDocumentation, and InconsistentFunctionSignature, the recommendations it 

provides for these categories are in many cases inaccurate. The model can identify issues 

in code it has not been trained on without having any information about the Move 

programming paradigm, but because of the lack of Move-specific training data, it cannot 

accurately identify Move's conventions for naming functions, writing comments, or 

ordering imports. 

The fourth research question considered whether Code Llama is a good tool for developing 

Move applications. To be blunt, Code Llama is not yet a good tool for enforcing Move style 

guidelines. Approximately 29.9 per cent of the recommendations made by Code Llama are 

accurate, which means developers would have to correct roughly two thirds of the 

suggestions offered by the model. In particular, the fact that the model consistently 

recommends camelCase as the naming style for functions in Move code shows how the 

model's inaccuracies could result in style violations. 

There is, however, a caveat that may justify limited use of Code Llama, based on its 

leniency rate of 86.1 per cent. Although it is an imperfect tool at this time, Code Llama has 

limited value in that its ability to detect style issues within a code snippet makes it possible 

to identify whether a style problem exists, even though the model does not provide 

verifiable remedies. In the absence of a dedicated style linting tool, the ability to receive an 

imperfect detection signal has value, provided that Move developers are aware of Code 

Llama's limitations and verify its advice against Move's style conventions independently. 

4.5.2 Comparison with prior work 

The performance observed in this work is much lower than that of other studies which 

performed similar tasks with greater resources. For example, Wadhwa et al. (2024) report 

that their CORE system resolved approximately 76.8 per cent of Java code quality issues, 

while Xia et al. (2023) report very high resolution rates for pattern-based bugs in both 

Python and Java. These works cannot be directly compared with the present study, because 

both tested code correction rather than feedback generation, and both used languages that 

have far greater representation in LLM training data. The comparison still gives a useful 

sense of scale. 

Karanjai et al. (2025) provide the most relevant comparison, because they assessed Code 

Llama and other models on the task of repairing Move vulnerability issues. Their results 

showed that the performance of the models on Move was consistently lower than on 



Solidity, which they attributed to Move being underrepresented in the training data. The 

results of this study confirm that conclusion and add a further level of detail. The 

performance of the model was not uniformly low across all Move tasks. Instead, it dropped 

sharply for tasks that required a Move-specific standard. 

The pattern-based versus comprehension-based distinction introduced in the literature 

review does not explain the results in the way that was predicted at the start of this study. 

The expectation was that pattern-matching tasks such as spacing and naming would 

perform better than comprehension-based tasks such as documentation generation. The 

actual results are more complex. IncorrectIndentation, a pattern-matching task, achieved 

100 per cent accuracy, whereas Spacing, also a pattern-matching task, achieved only 7.8 

per cent, and InconsistentNaming, also a pattern-matching task, achieved only 28.8 per 

cent. The axis that best predicts performance appears to be programming language 

specificity rather than the difficulty of the pattern. Tasks where the correct answer is the 

same regardless of the programming language tend to produce good performance, while 

tasks that require knowledge of a Move-specific standard tend to produce poor 

performance. A related observation is that the gap between strict and lenient accuracy for 

a category reflects not only the model's knowledge of the Move specification but also the 

specificity of the reference feedback. MissingDocumentation and InconsistentNaming use 

a specific Move convention in the reference feedback, the triple-slash marker and the E_ 

prefix with UPPER_SNAKE_CASE, and the gap there indicates a genuine knowledge 

deficit. InconsistentFunctionSignature uses a more generic encoding of its reference 

feedback, so the gap there partly reflects a difference in phrasing rather than a knowledge 

deficit. 

The deeper implication is that this gap is not an essential property of the LLM approach 

but a consequence of the model's training data. A model fine-tuned on Move code with 

style annotations would be starting from a much stronger position. The present study 

establishes what the zero-adaptation baseline looks like, and the distance between that 

baseline and reliable style enforcement is a measure of how much domain-specific training 

would help. 

  



5. Conclusion 

5.1 Summary of Contributions 

This study set out to answer a practical question: can Code Llama, applied without 

modification or fine-tuning, detect style errors in Move smart contracts and generate 

feedback accurate enough to be useful? The answer is qualified. The model detects issues 

reliably (86.1 per cent lenient accuracy) but gives Move-correct advice far less often (29.9 

per cent strict accuracy), with performance splitting cleanly along the language-specificity 

axis described in the discussion. 

The contribution of this work is twofold. The first is the dataset: 368 annotated Move code 

samples drawn from real Sui ecosystem repositories, covering six style error categories, 

each labelled with a category identifier and a reference feedback comment reviewed by the 

Sui Foundation. No equivalent resource existed before this study. All prior LLM evaluation 

on Move code, most notably Karanjai et al. (2025), focused on security vulnerabilities 

rather than style, and used different annotation formats suited to correction tasks rather than 

feedback generation. The dataset produced here fills that gap and provides a foundation for 

future evaluation work on Move code quality. The dataset is archived on Zenodo with DOI 

10.5281/zenodo.19682589 (Zerkidis, 2026a), under embargo for the duration of the 

ongoing Sui Academic Research collaboration. 

The second contribution is the evaluation itself. The finding that a general-purpose coding 

model without fine-tuning performs reliably only on language-agnostic tasks is not, on 

reflection, surprising, but it needed to be established empirically for Move specifically. The 

key insight is that the predictive axis for LLM performance on style tasks is not pattern 

complexity but language-specificity: the model performs well when the correct answer is 

the same regardless of programming language and poorly when the correct answer requires 

knowing a Move-specific convention. The results confirm and extend the pattern identified 

by Karanjai et al. (2025) for vulnerability repair: Move's underrepresentation in LLM 

training corpora creates a consistent performance ceiling that applies across task types, not 

just security ones. 

5.2 Limitations 

Several limitations affect what can be concluded from these results. 



The automated scoring component used to evaluate the model's performance relies on 

keyword and pattern matching against the reference feedback provided by the Sui 

Foundation reviewer. This automated method can be less reliable in edge cases where the 

model produces a correct answer using unexpected phrasing or structure. Although the 

reference feedback itself was validated by a Sui Foundation reviewer without modification, 

the programmatic matching between the model's outputs and the reference did not involve 

a manual comparison of each individual output. A full manual review of all 368 model 

outputs would yield a more accurate picture of their accuracy. Another limitation involves 

the use of a spreadsheet format to store the dataset for the IncorrectIndentation category. 

The spreadsheet format did not preserve leading whitespace, so the input samples for 

indentation were in a flattened form rather than the original violation format. The loss of 

leading whitespace does not invalidate the reference feedback or reduce the usability of the 

dataset for future training, but it does mean that the 100 per cent accuracy in this category 

reflects a consistent default response that matches the reference feedback rather than a 

precise diagnosis of the incorrect indentation. 

The evaluation focuses on a single model, Code Llama. Code Llama has the advantages of 

being open-source, of being able to operate without an expensive commercial API, and of 

being a credible option for a developer who wants to implement an LLM-based style tool 

without institutional resources. The rationale for selecting Code Llama is sound, but the 

results give no indication of how the same task would be performed by competing models 

such as GPT-4, DeepSeek, or Gemini. 

The annotations in this study were performed by a single researcher, and the complete set 

of labels and reference corrections was then sent to the Sui Foundation for confirmation, 

with no changes made. In this case, review by an expert in the area should be considered 

more valuable than measuring inter-rater reliability between two student annotators, 

because the expert review was made against working knowledge of best practice in the 

ecosystem rather than against a second interpretation of the same material. This limitation 

could be further reduced by adding a second-round multi-annotator selection process before 

review. 

Finally, this study examines only the baseline ability of Code Llama. The results show what 

Code Llama is capable of without task-specific adaptation, which is of real importance for 

companies that want to adopt it easily into their workflows. However, it is not known what 



improvements could be made if Code Llama were trained specifically for Move. Move's 

limited presence in Code Llama's training data is a language-level constraint rather than an 

upper limit on the ability of LLMs to enforce Move style. 

5.3 Future Work 

The most immediate continuation of this project is the fine-tuning stage, which was the 

original purpose for collecting the dataset. This work establishes a foundation for future 

developer activity within the Sui community as part of an academic collaboration. In 

addition to supporting other academics who are creating tools for evaluating Move smart 

contracts, one intended outcome of this project is an improved version of the current Code 

Llama tool, trained using only Move-specific samples. A separate research effort would 

involve training a model using only the samples annotated in this study, which would allow 

the development of a Move-specific model containing Move-specific coding conventions, 

so that users could analyse Move code more accurately than they can with the unmodified 

Code Llama. Models trained without access to Move-specific knowledge are likely to yield 

low strict accuracy, below 50 per cent, in categories that require specialised knowledge of 

Move coding conventions. 

A useful benchmark beyond Code Llama would be to conduct multi-model evaluations on 

the same 368 samples. Performing multi-model evaluations would determine whether the 

performance patterns observed with Code Llama correlate with larger trends in LLM 

performance on underrepresented languages. The work of Karanjai et al. (2025) offers a 

framework for this type of multi-model comparison in the domain of vulnerability repair, 

and performing a similar multi-model evaluation for code style enforcement would provide 

a more complete view of the relative performance of different LLMs on Move code. 

A longer-term direction is building a dedicated Move linter informed by the style rules 

defined in this work. The six categories examined here include the most common and 

consequential style issues found in Sui ecosystem code. The reference feedback comments 

in the dataset are specific and precise enough to serve as a specification for an automated 

implementation of these rules. There is currently no tool in the ecosystem that checks for 

these conventions, and one based on explicit rules would be more reliable, and less prone 

to model variance, than an LLM applied as-is, and could serve as a basis against which 

future LLM-based tools are compared. 



As the developer community for the Move programming language continues to grow, the 

quality and robustness of the tooling needed by developers will become increasingly 

important. This study represents a first step towards establishing a framework for those 

tools and developing a consistent coding experience for developers building in the Sui 

ecosystem. Building those tools is the path ahead. 

  



Self-Reflection 

I started this project with little experience in blockchain development besides some 

theoretical knowledge. Reading about Move and reading production-ready Move code are 

two different activities, as well. The difference in programming models for resource 

ownership and resource type has a direct impact on how developers will structure their 

programs. In Move, functions return a resource instead of just a value, and it is up to the 

caller to consume, transfer or store that resource. I was surprised at how long it took me to 

become comfortable enough with the ownership and resource type system in Move to be 

able to tell when a snippet was violating a convention. I found myself viewing many real 

code examples over and over until I could understand the various patterns. 

Collecting a dataset was much more difficult than I anticipated. The repositories I wanted 

to look at were well-maintained open source ones, as they are representative of actual 

production practices and therefore have a consistent style. Most style violations come from 

experimental or unmaintained repositories, which do not give a good indication of what the 

dataset is interested in studying. To locate 368 actual code snippets with isolated style 

issues, I had to review many more repositories than are represented in the dataset, and reject 

many more samples than I kept. The single-issue-per-sample constraint that I used as part 

of my methodology was the right choice, but it caused me to take longer to gather data. 

Automating the evaluation pipeline using Claude Code gave me a different viewpoint about 

the Code Llama results than I would have had if I had only looked at the results produced 

by Code Llama. Watching an AI tool build out the testing infrastructure for another AI tool, 

and then reading the outputs produced by Code Llama, helped me to understand the gap 

between the two systems, which is something I could not get just from reading about LLM 

limitations. I found Code Llama to be very consistent in its application of the same six-

point template to completely different code snippets. The consistency in this case provided 

me with insight into the way that instruction-following models respond to prompts that 

enumerate all possible categories, and it altered the way I viewed the evaluation design in 

retrospect. 

If I could start over again, I would want to ensure that at least two models were evaluated, 

in order to determine whether the performance patterns obtained in this study were specific 

to Code Llama or whether something broader applied to LLMs and underrepresented 

programming languages. The strict and lenient accuracy split emerged as the key finding 



during analysis rather than being something I designed the evaluation around from the 

outset. The variation between lenient accuracy (86.1 per cent) and strict accuracy (29.9 per 

cent) was the most distinctive finding of the study, and if I had built a rubric specifically 

around that variation from the start, I would have generated cleaner category-level data. 

The project developed additional skills that I would not have been able to gain through 

coursework alone. The process of creating and applying my own annotation criteria to 

hundreds of code samples, and then evaluating the output of a model based on my created 

criteria, presents a set of experiences that can only be gained through hands on experience. 

Reading about empirical research methodology is very different from actually doing it. 
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